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Outline

• Parallelization Principles
– Parallel Hardware Architectures
– Parallel Programming

• OpenMP
• HPF
• MPI

• Message Passing Interface
– Parallel Process Model
– Point-to-Point Communication

• Non-Blocking Communication
– Collective Communication
– Application Types

• Extended versions of both parts can be found at the

HLRS Online Parallel programming Workshop
http://www.hlrs.de/organization/par/par_prog_ws/
Chapters [02] and [03]
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Concepts

Parallel Processing concepts: 

• Pipelining -> vector computing

• Functional Parallelism -> modern processor technology
• Multiprocessors (strongly coupled) -> Shared memory

• Multicomputers (weakly coupled) -> Distributed memory

• Array-Processing

Memory access concepts:

• Cache based

• Vector access via several memory banks

—> MFLOP/s performance  and MB/s or Mword/s memory bandwidth 

Hybrid
architectures
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Major Multi-Purpose Parallel Hardware Architectures

• Shared Memory

– SMP = symmetric multiprocessing

• Distributed Memory

– DMP = distributed memory parallel

• Hierarchical memory systems

– combining both concepts
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Multiprocessor - shared memory

Memory-Interconnect

CPU CPU CPU CPU

memory
bank

memory
bank

memory
bank

memory
bank

• All CPUs are connected to all memory banks with same speed 
• Uniform Memory Access (UMA)

• Symmetric Multi-Processing (SMP)

• Network types, e.g.
• Crossbar � independent access from each CPU 

• BUS � one CPU can block the memory access of the other CPUs
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Multicomputer - distributed memory

Node-Interconnect

CPU CPU CPU CPU

Memory Memory Memory Memory

Node or PE (processing element)

• Nodes are coupled by a node-interconnect

• Each CPU: – Fast access to its own memory 
– but slower access to other CPU’s memories

• Non-Uniform memory Access (NUMA)

• Different network types, e.g. BUS, torus, crossbar
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Hybrid architectures

Node Interconnect

• Most modern high-performance computing (HPC) systems are 
clusters of SMP nodes

• SMP (symmetric multi-processing) inside of each node

• DMP (distributed memory parallelization) on the node interconnect

SMP 
node
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Interconnects

• Node interconnect
– bus based networks

•

– multi-link networks, e.g.,

• ring with independent 
connections

– 2-D or 3-D torus
• each processor is connected 

by a link with 4 or 6 neighbors

– Fat tree
• Links of higher tree levels 

with more bandwidth

– cross-bar (single level)
– full interconnect

3-D torus  (8x8x3 nodes)

cheap, 
but poor
inter-
connect

scalable
network 
costs, high 
accumulated 
bandwidth

not scalable!  
n*(n-1)/2 links

Fat tree

switch switch switch switch

switch

switch
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Other Architectures

• ccNUMA (cache coherent non-uniform memory access)
– a distributed (hybrid) architecture
– looks like one big SMP
– programmable like one big SMP
– but cluster of several small SMPs in reality 
– cache coherent
– programming:

• global access with same load/store instruction as local
• parallelization, e.g., with OpenMP

• ccNUMA with >500 CPUs and multi-level network
• parallelization, e.g., with Multi Level Parallelism (MLP)

• DMP with RDMA (remote direct memory access)
– programming:

• global memory access with special instructions, but without OS
• e.g. Co-array Fortran, UPC (Universal Parallel C), shmem

• MTA (multi-threaded architecture)
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Abstract Model

Questions

& Response

Reality

Physical Model

Mathematical Model

Numerical Scheme

Application Program

Hardware Architecture

a few parallel
Programming Models
e.g. MPI   HPF   OpenMP
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Parallelization strategies   — hardware resources

• Two major resources of computation:

– processor

– memory

• Parallelization means

– distributing work to processors
– distributing data (if  memory is distributed)

and

– synchronization of the distributed work
– communication of remote data to local processor (if memory is distr.)

• Programming models offer a combined method for
– distribution of work & data, synchronization and communication
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Distributing Work & Data

do i=1,100
� i=1,25

i=26,50
i=51,75
i=76,100

Work decomposition
• based on loop decomposition

Domain decomposition
• decomposition of work and

data is done in a higher model,
e.g. in the reality

A(  1:20, 1:  50)
A(  1:20, 51:100)
A(21:40, 1:  50)
A(21:40, 51:100)

Data decomposition
• all work for a local portion

of the data is done by the
local processor
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Synchronization

• Synchronization
– is necessary
– may cause

• idle time on some processors
• overhead to execute the synchronization primitive

i=1..25 | 26..50 | 51..75 | 76..100
execute on the 4 processors

i=1..25 | 26..50 | 51..75 | 76..100
execute on the 4 processors

BARRIER synchronization

Do i=1,100
a(i) = b(i)+c(i)

Enddo
Do i=1,100

d(i) = 2*a(101-i)
Enddo
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Communication

• Communication is necessary on the boundaries

– e.g. b(26) = a(26) + f* (a(25)+a(27)-2* a(26))

– e.g. at domain boundaries 

Do i=2,99
b(i) = a(i) + f*(a(i-1)+a(i+1)-2*a(i))

Enddo

a(1:25), b(1:25)
a(26,50), b(51,50)
a(51,75), b(51,75)
a(76,100), b(76,100)
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Major Programming Models

• OpenMP
– Shared Memory Directives
– to define the work decomposition
– no data decomposition
– synchronization is implicit (can be also user-defined)

• HPF (High Performance Fortran)
– Data Parallelism
– User specifies data decomposition with directives
– Communication (and synchronization) is implicit

• MPI (Message Passing Interface)
– User specifies how work & data is distributed
– User specifies how and when communication has to be done
– by calling MPI communication library-routines

1
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Shared Memory Directives  – OpenMP,  I. 

Real :: A(n,m), B(n,m)

do j = 2, m-1

do i = 2, n-1
B(i,j) = ... A(i,j) 

... A(i-1,j) ... A(i+1,j)

... A(i,j-1) ... A(i,j+1)

end do

end do

Loop over y-dimension

Vectorizable loop over x-dimension

Calculate B,
using upper and lower,

left and right value of A

Data definition

!$OMP END PARALLEL DO

!$OMP PARALLEL DO

O
pe

nM
P
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Shared Memory Directives  – OpenMP,  II.

Master ThreadSingle Thread

Team of ThreadsParallel Region

!$OMP PARALLEL

Master ThreadSingle Thread

!$OMP END PARALLEL

Team of ThreadsParallel Region

!$OMP PARALLEL

Master ThreadSingle Thread

!$OMP END PARALLEL
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Shared Memory Directives  – OpenMP,  III.

• OpenMP
– standardized shared memory parallelism
– thread-based
– the user has to specify the work distribution explicitly with directives
– no data distribution, no communication
– mainly loops can be parallelized
– compiler translates OpenMP directives into thread-handling
– standardized since 1997

• Automatic SMP-Parallelization
– e.g., Compas (Hitachi), Autotasking (NEC)
– thread based shared memory parallelism
– with directives (similar programming model as with OpenMP)
– supports automatic parallelization of loops
– similar to automatic vectorization
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Major Programming Models  – HPF

• OpenMP
– Shared Memory Directives
– to define the work decomposition
– no data decomposition
– synchronization is implicit (can be also user-defined)

• HPF (High Performance Fortran)
– Data Parallelism
– User specifies data decomposition with directives
– Communication (and synchronization) is implicit

• MPI (Message Passing Interface)
– User specifies how work & data is distributed
– User specifies how and when communication has to be done
– by calling MPI communication library-routines

1

2

H
P

F



Höchstleistungsrechenzentrum Stuttgart[2] Slide 20 / 72
Rolf RabenseifnerParallelization Tutorial

Data Parallelism   – HPF,  I.

Real :: A(n,m), B(n,m)

do j = 2, m-1

do i = 2, n-1
B(i,j) = ... A(i,j) 

... A(i-1,j) ... A(i+1,j)

... A(i,j-1) ... A(i,j+1)

end do

end do

Loop over y-dimension

Vectorizable loop over x-dimension

Calculate B,
using upper and lower,

left and right value of A

Data definition

!HPF$ DISTRIBUTE A(block,block), B(...)

—
skipped —
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Data Parallelism   – HPF,  II.

• HPF (High Performance Fortran)
– standardized data distribution model

– the user has to specify the data distribution explicitly 

– Fortran with language extensions and directives
– compiler generates message passing or shared memory parallel code

– work distribution & communication is implicit

– set-compute-rule:
the owner of the left-hand-side object computes the right-hand-side

– typically arrays and vectors are distributed

– draft HPF-1 in 1993, standardized since 1996 (HPF-2)
– JaHPF since 1999

—
skipped —
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Major Programming Models  – MPI 

• OpenMP
– Shared Memory Directives
– to define the work decomposition
– no data decomposition
– synchronization is implicit (can be also user-defined)

• HPF (High Performance Fortran)
– Data Parallelism
– User specifies data decomposition with directives
– Communication (and synchronization) is implicit

• MPI (Message Passing Interface)
– User specifies how work & data is distributed
– User specifies how and when communication has to be done
– by calling MPI communication library-routines

1

2

3
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Message Passing Program Paradigm  – MPI,  I.

• Each processor in a message passing program runs a sub-program

– written in a conventional sequential language, e.g., C or Fortran,

– typically the same on each processor (SPMD)
• All work and data distribution is based on value of myrank

– returned by special library routine

• Communication via special send & receive routines (message passing)

myrank=0

data

sub-
program

myrank=1

data

sub-
program

myrank=2

data

sub-
program

myrank=
(size-1)

data

sub-
program

communication network
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Additional Halo Cells   – MPI,  II.

Halo
(Shadow,
Ghost cells)

User defined communication
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Real :: A(n,m), B(n,m)
do j = 2, m-1

do i = 2, n-1

B(i,j) = ... A(i,j) 
... A(i-1,j) ... A(i+1,j)
... A(i,j-1) ... A(i,j+1)

end do

end do

Message Passing   – MPI,  III.

Call MPI_Comm_size(MPI_COMM_WORLD, size, ierror)
Call MPI_Comm_rank(MPI_COMM_WORLD, myrank, ierror)
m1 = (m+size-1)/size;   ja=1+m1*myrank;   je=max(m1*(myrank+1), m)
jax=ja-1;  jex=je+1   // extended boundary with halo

Real :: A(n, jax:jex), B(n, jax:jex)
do j = max(2,ja), min(m-1,je)

do i = 2, n-1

B(i,j) = ... A(i,j) 
... A(i-1,j) ... A(i+1,j)
... A(i,j-1) ... A(i,j+1)

end do

end do

Call MPI_Send(.......) ! - sending the boundary data to the neighbors
Call MPI_Recv(.......) ! - receiving from the neighbors, 

!   storing into the halo cells

Loop over y-dimension

Vectorizable loop over x-dimension

Calculate B,
using upper and lower,

left and right value of A

Data definition
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Summary   — MPI,  IV.

• MPI (Message Passing Interface)
– standardized distributed memory parallelism with message passing
– process-based

– the user has to specify the work distribution & data distribution
& all communication

– synchronization implicit by completion of communication
– the application processes are calling MPI library-routines
– compiler generates normal sequential code

– typically domain decomposition is used
– communication across domain boundaries

– standardized 
MPI-1:   Version 1.0 (1994), 1.1 (1995), 1.2 (1997)
MPI-2:   since 1997



Höchstleistungsrechenzentrum Stuttgart[2] Slide 27 / 72
Rolf RabenseifnerParallelization Tutorial

Distribution methods

decom- easiest programming 
position interface

• Work OpenMP

• Data HPF

• Domain MPI
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Limitations, I.

• Automatic Parallelization

– the compiler 
• has no global view
• cannot detect independencies, e.g., of loop iterations
� parallelizes only parts of the code

– only for shared memory and ccNUMA systems, see OpenMP

• OpenMP

– only for shared memory and ccNUMA systems

– mainly for loop parallelization  with directives
– only for medium number of processors

– explicit domain decomposition also via rank of the threads 
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Limitations, II.

• HPF

– set-compute-rule may cause a lot of communication

– HPF-1 (and 2) not suitable for irregular and dynamic data
– JaHPF may solve these problems, 

but with additional programming costs
– can be used on any platform

• MPI
– the amount of your hours available for MPI programming

– can be used on any platform,  but
communication overhead on shared memory systems
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Other Concepts

• shmem and  MPI-2 one-sided communication

• Partitioned global address space (PGAS) languages

– Co-array Fortran
– UPC (Unified Parallel C)

• Shared Virtual Memory (SVM)
Software based Distributed Shared Memory (SoftDSM)
Distributed Virtual Shared Memory (DVSM)

—
skipped —
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Speedup, Efficiency, and Scaleup

• Definition: T(p,N) = time to solve problem of total size N on p processors

• Parallel speedup: S(p,N) = T(1,N) / T(p,N)
compute same problem with more processors in shorter time

• Parallel Efficiency: E(p,N) = S(p,N) / p

• Scaleup: Sc(p,N) = N / n    with  T(1,n) = T(p,N)
compute larger problem with more processors in same time

• Weak scaling: T(p, p•n) / T(1,n) is reported,
i.e., problem size per process (N = p•n) is fixed

• Problems:

– Absolute MFLOPS rate / hardware peak performance?

– S(p,N) close to p or far less?     � see Amdahls Law on next slide

– Or super-scalar speedup:  S(p,N)>p, e.g., due to cache usage   
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Amdahls Law  (double-logarithmic)

T(p,N) = f´T(1,N)  +  (1-f)´T(1,N) / p
f ... sequential part of code that can not be done in parallel

S(p,N) = T(1,N) / T(p,N) = 1 / (f + (1-f) / p)

For p —> infinity,  speedup is limited by S(p,N) < 1 / f

1

10

100

1000

1 10 100 1000
p = #processors

S
p

ee
d

u
p

 S
(p

,N
) S(p,N) = p  (ideal speedup)

f=0.1%  =>  S(p,N) < 1000

f=   1%  =>  S(p,N) < 100

f=   5%  =>  S(p,N) < 20

f= 10%  =>  S(p,N) < 10
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Parallelization problems

• Two major resources of computation:
– processor
– memory

• Parallelization means

– distributing work to processors
—> load balancing necessary
—> synchronization overhead should be minimized

—> to achieve optimal speedup

– distributing data (if  memory is distributed)
—> implies communication 

to bring data to processor
—> communication is overhead

—> is reducing the speedup

du/dx = (–ui +ui+1)/� x
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Advantages and Challenges

  OpenMP HPF MPI 

Maturity of programming model ++ + ++ 
Maturity of standardization + + ++ 
Migration of serial programs ++ 0 – – 
Ease of programming (new progr.) ++ + – 
Correctness of parallelization  – ++ – – 
Portability to any hardware architecture – ++ ++ 
Availability of implementations of the stand. + + ++ 
Availability of parallel libraries 0 0 0 
Scalability to hundreds/thousands of 
processors  

– – 0 ++ 

Efficiency – 0 ++ 
Flexibility – dynamic program structures – – ++ 
  – irregular grids, triangles, tetra-

hedrons, load balancing, redistribut. 
– – ++ 
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Introduction to the
Message Passing Interface (MPI)

Rolf Rabenseifner
rabenseifner@hlrs.de

University of Stuttgart
High-Performance Computing-Center Stuttgart (HLRS)

www.hlrs.de
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Information about MPI

• MPI: A Message-Passing Interface Standard (1.1, June 12, 1995)

• MPI-2: Extensions to the Message-Passing Interface (July 18,1997)

• Marc Snir and William Gropp et al.: 
MPI: The Complete Reference. (2-volume set).The MIT Press, 1998. 
(excellent catching up of the standard MPI-1.2 and MPI-2 in a readable form)

• William Gropp, Ewing Lusk and Rajeev Thakur:
Using MPI: Portable Parallel Programming With the Message-Passing Interface.
MIT Press, Nov. 1999,  And
Using MPI-2: Advanced Features of the Message-Passing Interface.
MIT Press, Aug. 1999  (or both in one volume, 725 pages, ISBN 026257134X).

• Peter S. Pacheco: Parallel Programming with MPI. Morgen Kaufmann Publishers, 
1997  (very good introduction, can be used as accompanying text for MPI lectures).

• Neil MacDonald, Elspeth Minty, Joel Malard, Tim Harding, Simon Brown, Mario 
Antonioletti: Parallel Programming with MPI. Handbook from EPCC. 
http://www.epcc.ed.ac.uk/computing/training/document_archive/mpi-course/mpi-course.pdf
(Can be used together with these slides)

• http://www.hlrs.de/mpi/
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MPI Provider

• The vendor of your computers
• The network provider (e.g. with MYRINET)

• MPICH2 – the public domain MPI library from Argonne

– for all UNIX platforms
– for Windows NT, ...

– www.mcs.anl.gov/mpi/mpich/

• OpenMPI www.open-mpi.org

Acknowledgments
• The following slides are partially based on the MPI course developed by the 

EPCC Training and Education Centre, Edinburgh Parallel Computing
Centre, University of Edinburgh.

• Thanks to the EPCC, especially to Neil MacDonald, Elspeth Minty,    
Tim Harding, and Simon Brown.
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The Message-Passing Programming Paradigm  

• Sequential Programming Paradigm

data

pro-
gram

memory

processor

• Message-Passing Programming Paradigm

data

sub-
program

data

sub-
program

data

sub-
program

data

sub-
program

communication network

distributed
memory

parallel
processorsP
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The Message-Passing Programming Paradigm  

• Each processor in a message passing program runs a sub-program:

– written in a conventional sequential language, e.g., C or Fortran,

– typically the same on each processor (SPMD),
– the variables of each sub-program have 

• the same name 
• but different locations (distributed memory) and different data!
• i.e., all variables are private

– communicate via special send & receive routines (message passing)

data

sub-
program

communication network
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Data and Work Distribution

• the value of myrank is returned by special library routine

• the system of size processes is started by special MPI initialization 
program (mpirun or mpiexec)

• all distribution decisions are based on myrank

• i.e., which process works on which data

myrank=0

data

sub-
program

myrank=1

data

sub-
program

myrank=2

data

sub-
program

myrank=
(size-1)

data

sub-
program

communication network
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What is SPMD?

• Single Program, Multiple Data

• Same (sub-)program runs on each processor

• MPI allows also MPMD, i.e., Multiple Program, ...

• but some vendors may be restricted to SPMD

• MPMD can be emulated with SPMD
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Example  – Hello World   – my_rank & size

int main(int argc, char *argv[])
{

int my_rank, size;
MPI_Init(&argc, &argv); 
MPI_Comm_rank(MPI_COMM_WORLD, &my_rank);
MPI_Comm_size(MPI_COMM_WORLD, &size);

if (my_rank == 0)    { printf ("Hello world!\n"); }

printf("I am process %i of %i \n", my_rank, size);
MPI_Finalize();

}

Caution:
• Non-deterministic merging of the stdout

of all MPI processes to one common output

I  am pr ocess 2 of  4
Hel l o wor l d
I  am pr ocess 3 of  4
I  am pr ocess 0 of  4
I  am pr ocess 1 of  4
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Starting the MPI Program

• Start mechanism is implementation dependent

• mpirun –np number_of_processes ./executable (most implementations)

• mpiexec –n number_of_processes ./executable (with MPI-2 standard)

• The parallel MPI processes exist at least after MPI_Init was called.

data

sub-
program

communication network
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Analogy:  Electric Installations in Parallel

• MPI sub-program
= work of one electrician

on one floor

• data
= the electric installation

• MPI communication
= real communication

to guarantee that the wires
are coming at the same
position through the floor

o o

o o

o o

o o

o o

o o

o o

o o

o o

o o

o o

o o
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Point-to-Point Communication

• Simplest form of message passing.

• One process sends a message to another.

• Different types of point-to-point communication:
– synchronous send

– buffered = asynchronous send

P
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Messages

• Messages are packets of data moving between sub-programs

• Necessary information for the message passing system:

– sending process – receiving process i.e., the ranks
– source location – destination location

– source data type – destination data type

– source data size – destination buffer size

data

sub-
program

communication network
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Synchronous Sends

• The sender gets an information that the message is received.

• Analogue to the beep or okay-sheet of a fax. 

ok

beep
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Buffered = Asynchronous Sends

• Only know when the message has left.
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Example  — Ping pong

• Write a program according to the time-line diagram:

– process 0 sends a message to process 1 (ping)

– after receiving this message,
process 1 sends a message back to process 0 (pong)

• Repeat this ping-pong with a loop of length 50

• Add timing calls before and after the loop:

double MPI_Wtime(void);

• MPI_WTIME returns a wall-clock time in seconds.

• At process 0, print out the transfer time of one message

• Use MPI_Send = Standard-send
(chooses internally synchronous or buffered)

ping

pong

P0 P1

ti
m

e
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Example  — Ping pong

rank=0 rank=1

Send (dest=1)

(tag=17)
Recv (source=0)

Send (dest=0)

(tag=23)

Recv (source=1)

Loop

if (my_rank==0)                /* i.e., emulated multiple program */
MPI_Send( ... dest=1 ...)
MPI_Recv( ... source=1 ...)

else
MPI_Recv( ... source=0 ...)
MPI_Send( ... dest=0 ...)

fi
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Example  — Ping pong

int main(int argc, char *argv[])
{
#define num_of_messages 50

int my_rank, size; double t_start, t_end, t; float buffer[1]; MPI_Status  status; 
MPI_Init(&argc, &argv); 
MPI_Comm_rank(MPI_COMM_WORLD, &my_rank);
MPI_Comm_size(MPI_COMM_WORLD, &size);
t_start = MPI_Wtime();
for (i = 0; i < num_of_messages; i++)
{

if (my_rank == 0) {
MPI_Send(buffer, 1, MPI_FLOAT, 1, 17, MPI_COMM_WORLD);
MPI_Recv(buffer, 1, MPI_FLOAT, 1, 23, MPI_COMM_WORLD, &status);

} else if (myrank == 1) {
MPI_Recv(buffer, 1, MPI_FLOAT, 0, 17, MPI_COMM_WORLD, &status);
MPI_Send(buffer, 1, MPI_FLOAT, 0, 23, MPI_COMM_WORLD);

}
}
t_end = MPI_Wtime();    t = t_end – t_start;
if (my_rank==0) printf("Time for one messsage: %f seconds.\n", t / (2 * num_of_messages));
MPI_Finalize();

}

length of buffer

type of buffer

Message tag: A picky-bag information (used 
for, e.g., for message-selection at receive)

rank of communication partner

PING

PONG
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Blocking Operations

• Operations are local activities, e.g.,

– sending (a message)

– receiving (a message)

• Some operations may block until another process acts:

– synchronous send operation blocks until receive is posted;

– receive operation blocks until message is sent.

• Relates to the completion of an operation.

• Blocking subroutine returns only when the operation has completed.
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Non-Blocking Operations

• Non-blocking operation: returns immediately and allow the sub-program 
to perform other work.

• At some later time the sub-program must test or wait for the 
completion of the non-blocking operation.

ok

beep

non-blocking synchronous send

N
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Non-Blocking Operations  (cont‘d)

• All non-blocking operations must have matching wait (or test) operations.
(Some system or application resources can be freed only when the non-
blocking operation is completed.)

• A non-blocking operation immediately followed by a matching wait
is equivalent to a blocking operation.

• Non-blocking operations are not the same as sequential subroutine calls:

– the operation may continue while the application executes the next 
statements!

• Mainly used for

communicating in parallel
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Example  — Rotating information around a ring

• A set of processes are arranged in a ring.

• Each process stores its rank 
in MPI_COMM_WORLD into 
an integer variable snd_buf.

• Each process passes this on 
to its neighbor on the right.

• Each processor calculates 
the sum of all values.

• Keep passing it around the ring until 
the value is back where it started, i.e.

• each process calculates sum of all ranks.
• Use non-blocking MPI_Issend

– to avoid deadlocks

– to verify the correctness, because 
blocking synchronous send will cause a deadlock 

my_rank
1

snd_buf

sum
0

my_rank
2

snd_buf

sum
0

my_rank
0

snd_buf

sum
0

my_rank
1

snd_buf
1

sum
0

my_rank
2

snd_buf
2

sum
0

my_rank
0

snd_buf
0

sum
0

my_rank
1

snd_buf
1

sum
0

my_rank
2

snd_buf
2

sum
0

my_rank
0

snd_buf
0

sum
0 0

1

2

my_rank
1

snd_buf
1

sum
0

my_rank
2

snd_buf
2

sum
1

my_rank
0

snd_buf
0

sum
2

Init
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Example  — Rotating information around a ring

snd_buf

rcv_buf

my_rank

sum

2

3

1

4

snd_buf

rcv_buf

my_rank

sum

2

3

1

4
snd_buf

rcv_buf

my_rank

sum

2

3

1

4

1

2 3 4

5

55

5

Initialization:
Each iteration:

Fortran:
dest = mod(my_rank+1,size)
source = mod(my_rank–1+size,size)

C:
dest = (my_rank+1) % size;
source = (my_rank–1+size) % size;

Single
Program !!!

see also login-slides
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Example  — Rotating information around a ring

int  main (int argc, char *argv[])
{

int my_rank, size,  snd_buf, rcv_buf,   right, left,  sum, i; 
MPI_Status  status, status_dummy; MPI_Request request;
MPI_Init(&argc, &argv); 
MPI_Comm_rank(MPI_COMM_WORLD, &my_rank);
MPI_Comm_size(MPI_COMM_WORLD, &size); 
right = (my_rank+1)      % size; 
left  = (my_rank-1+size) % size; 
sum = 0;
snd_buf = my_rank;
for( i = 0; i < size; i++) 
{
MPI_Issend(&snd_buf, 1, MPI_INT, right, 17, MPI_COMM_WORLD, &request);
MPI_Recv (&rcv_buf, 1, MPI_INT, left, 17, MPI_COMM_WORLD, &status);
MPI_Wait(&request, &status_dummy);
sum += rcv_buf;
snd_buf = rcv_buf;

}
printf ("PE%i:\tSum = %i\n", my_rank, sum);
MPI_Finalize();

}

I = Immediate  =  Non-blocking routine

Zero-time wait, because all communication 
is already finished
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Collective Communications

• Collective communication routines are higher level routines.

• Several processes are involved at a time.

• May allow optimized internal implementations, e.g., tree based algorithms

• Can be built out of point-to-point communications.

• Examples:
– Barrier synchronization.

– Broadcast, scatter, gather.

– Global sum, global maximum, etc.

C
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Broadcast

• A one-to-many communication.
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Broadcast

• C: int MPI_Bcast(void *buf, int count, MPI_Datatype datatype,
int root, MPI_Comm comm)

• Fortran: MPI_Bcast(BUF, COUNT, DATATYPE, ROOT, COMM, IERROR)

<type> BUF(*)
INTEGER COUNT, DATATYPE, ROOT
INTEGER COMM, IERROR

r e dbefore
bcast

after
bcast

e.g., root=1

r e d r e dr e d r e dr e d

• rank of the sending process (i.e., root process)
• must be given identically by all processes

C

Fortran
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Reduction Operations

• Combine data from several processes to produce a single result.

200

300

15

30

10

sum=?
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Global Reduction Operations

• To perform a global reduce operation across all members of a group.

• d0 o d1 o d2 o d3 o … o ds-2 o ds-1

– di = data in process rank i
• single variable, or
• vector 

– o = associative operation

– Example:
• global sum or product
• global maximum or minimum
• global user-defined operation

• floating point rounding may depend on usage of associative law:

– [(d0 o d1) o (d2 o d3)] o [… o (ds-2 o ds-1)]

– ((((((d0 o d1) o d2) o d3) o … ) o ds-2) o ds-1)
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Example of Global Reduction

• Global integer sum.

• Sum of all inbuf values should be returned in resultbuf.

• C: root=0;
MPI_Reduce(&inbuf, &resultbuf, 1, MPI_INT, MPI_SUM,

root, MPI_COMM_WORLD);

• Fortran: root=0
MPI_REDUCE(inbuf, resultbuf, 1, MPI_INTEGER, MPI_SUM,

root, MPI_COMM_WORLD, IERROR)

• The result is only placed in resultbuf at the root process. 

C

Fortran
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Predefined Reduction Operation Handles

Minimum and location of the minimumMPI_MINLOC

Maximum and location of the maximumMPI_MAXLOC

Bitwise exclusive ORMPI_BXOR

Logical exclusive ORMPI_LXOR

Bitwise ORMPI_BOR

Logical ORMPI_LOR

Bitwise ANDMPI_BAND

Logical ANDMPI_LAND

ProductMPI_PROD

SumMPI_SUM

MinimumMPI_MIN

MaximumMPI_MAX

FunctionPredefined operation handle
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MPI_REDUCE

before MPI_REDUCE

• inbuf
• result

A B C D E F GH I J K L MNO

A B C D E F GH I J K L MNO

o o o o

AoDoGoJoM
root=1

after
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MPI_ALLREDUCE

before MPI_ALLREDUCE

• inbuf
• result

A B C D E F GH I J K L MNO

A B C D E F GH I J K L MNO

o o o o

AoDoGoJoM

after
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MPI_SCAN

before MPI_SCAN

• inbuf
• result

A B C D E F GH I J K L MNO

A B C D E F GH I J K L MNO

o o o o

after

A AoDoGoJoMAoDoGoJAoDoGAoD

done in parallel

—
skipped —
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Example:
MPI_Scatter(sbuf, 1, MPI_CHAR,  rbuf, 1, MPI_CHAR, 1,  MPI_COMM_WORLD)

Scatter

• C: int MPI_Scatter(void *sendbuf, int sendcount, MPI_Datatype sendtype,
void *recvbuf, int recvcount,  MPI_Datatype recvtype, 
int root, MPI_Comm comm)

• Fortran: MPI_SCATTER(SENDBUF, SENDCOUNT, SENDTYPE, RECVBUF, 
RECVCOUNT, RECVTYPE, ROOT, COMM, IERROR)

<type> SENDBUF(*), RECVBUF(*)
INTEGER SENDCOUNT, SENDTYPE, RECVCOUNT, RECVTYPE 
INTEGER ROOT, COMM, IERROR

A B CD E

A B CD E

before
scatter

after
scatter

e.g., root=1

B C D EA
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Gather

• C: int MPI_Gather(void *sendbuf, int sendcount, MPI_Datatype sendtype,
void *recvbuf, int recvcount,  MPI_Datatype recvtype, 
int root, MPI_Comm comm)

• Fortran: MPI_GATHER(SENDBUF, SENDCOUNT, SENDTYPE, RECVBUF, 
RECVCOUNT, RECVTYPE, ROOT, COMM, IERROR)

<type> SENDBUF(*), RECVBUF(*)
INTEGER SENDCOUNT, SENDTYPE, RECVCOUNT, RECVTYPE 
INTEGER ROOT, COMM, IERROR

B

B

C

C

D

D

E

E

A

A

before
gather

after
gather

e.g., root=1

A B CD E
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Barriers

• Synchronize processes.

all here?
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Application types

• Farming / Seti@home

– Independent tasks are calculated in parallel on several processes

– One master  /  several slaves
– At the end, master receives results from all slaves

• Master/slaves with automatic load balancing

– Master distributes one task to each slave.
– When a slave returns the result from one task,

it gets a new task from the master.
• Strongly coupled simulations

– All processes are involved in the parallel numerical execution
(no master) 

– After each numerical iteration, 
all processes exchange information with neighbor processes

– Network quality (bandwidth & latency) and Amdahl’s law are important! 
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Summary

• Parallel hardware:  Shared memory   vs. distributed memory

• Parallel programming models: OpenMP, HPF, MPI

• Message Passing Interface (MPI)
– Single Program Multiple Data (SPMD)  – parallel processes model

– Point-to-point communication

– Non-blocking
� to allow message passing from all processes in parallel
� to avoid deadlocks

– Collective communications  � a major chance for optimization

• Next general parallel programming course in Stuttgart (in English):

– Parallel Programming Workshop, Oct. 6-10, 2008
• Monday+Tuesday: MPI
• Wednesday: OpenMP
• Thursday+Friday: Advanced MPI (and OpenMP) topics for computational sciences
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